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Abstract find what one really wants. This problem has been ad-

dressed on the web with the development of search en-
As the number and variety of files stored and accessedgiyes, and it is now often harder to find information on
a typical user has dramatically increased, existing file syse’s own hard drive than on the web.

tem structures have begun to fail as a mechanism for Manty address this shortcoming, application developers
aging aII_ of the informgtion contai_ned i_n those files. Many,e peen forced to develop their own metadata infras-
apphgatlons—emall clients, multlmeo_ha management api.1res. Email applications, digital photo albums, dig-
plications, and desktop search engines are examplegarmsic applications, desktop search applications, and
have been forced to develop their own richer metadafg, v sthers have their own file system metadata to enable
infrastructures. While effective, these solutions aresgeny, organizing, searching, browsing, viewing/playing, an

al!y n_on-standard, non-portable, nqn-sharable across ﬁBfating, and generally working with specific types of
PI'Ca_t'QnS’ users or platforms, proprietary, gnd po'[_d!yt'afiles. Many of these applications have special-purpose
|neff|(:|er_1t. In the interest of_ providing a rich, ef'huentcode for dealing with the specific properties of the type of
shared file system metadata infrastructure, we have de\ﬁ%{fa they manage, but they also include code that is not
oped the Linking File System (LiFS). Taking advantagg,ia_specific for organizing, annotating, browsing, etc.
of non-volatile storage class memories, LiFS supporta@ e se this code was developed as part of an application,

W"?'e_ variety of user and ap_pllcatl_on metadata ”eeds kaf'arely adheres to any standard, is often not portable, it
efficiently supporting traditional file system operations. i qifficult to share between applications, users, or plat-

forms, it is typically owned by the company that devel-
oped it, and it is potentially inefficient.

Key functions of the operating system are to efficiently

File system interfaces have changed relatively little i tiprovide services that are used by a variety of applications,
three decades since the UNIX file system was first intr® abstract away low-level details by providing a use-
duced. Metadata in standard file systems includes dirf¢-high-level API, and to facilitate sharing of resources
tory hierarchies and some fixed per-file attributes incluSed by multiple users and applications. The wide vari-
ing file name, permissions, size, and access/modificat®¥ Of applications developing their own file system meta-
times. While primitive, these interfaces have served wellata infrastructure shows the need for this infrastructure
In the same time frame, demands on the storage subdgd?€ provided by the file system. Recently, researchers
tem have increased both quantitatively and qualitativefgurselves included) have taken steps in that direction
Storage systems have grown, the amount of storage Ry including a_ddmonal_ per-file metgdgta_m the form of
cessed by individual users has increased, and the variégy, value) pairs. While useful, this is inadequate to
of data stored has grown dramatically. General-purpdi#PPort the needs of the wide variety of applications de-
file systems are now used to store tremendous volumesS¢gfibed above.
text documents, web pages, application programs, emailVe present the Linking File System (LiFS). In addi-
files, calendars, contacts, music files, movies, and mdion to the standard file system operations, LiFS pro-
other types of data. Although current file systems are reldes searchable application-defined file attributes and at
atively effective at reliably storing the data, the inciags tributed links between files. File attributes are in the form
size and complexity of the information stored has madé application-definedkey, value) pairs. Links are ex-
management and retrieval of the information problematdicit relationships between files that can themselves have
Simply stated, with so much information, it is difficult toattributes expressed &gy, value) pairs to express the na-

1 Introduction



ture of the relationship created by the link. These simgkel Information Management
additions dramatically change the nature of file systems

enabling a wide variety of operations, providing a ric@,'l'l Searching

shared metadata infrastructure, and allowing applicatigfinging data on the vast World-wide Web is often eas-
to focus on managing application-specific data insteadigf than finding the same content on a local hard drive.
managing things that are best managed by the file systqiRe same search engine technology that does well on

In LiFS, all files may contain data and links to othethe Internet typically performs poorly when applied to
files. Thus, a traditional data file is one with contents agditerprise-level file systems. To our knowledge both of
no links, and a traditional directory is one with no contentgese statements are only based on anecdotal albeit com-
and directory containment links to other files. Many mof@on evidence but can be plausibly explained: web links
interesting examples are possible. For example,fde convey relevance and semantic information that turns out
can contain links to then files it includes. An executableto be very useful for searching and presenting search re-
can contain links to its source files, the compiler used sults [36]. However, traditional file systems only convey
to generate it, and the library files on which it depend&lationships among files through the hierarchical direc-
A document can contain a link to the application used tery system.
edit and view it. With respect to the application-specific Hierarchical directories are actually a compromise be-
infrastructures mentioned above, an email client, a digitween the need of users to organize their data on one hand
photo album, and a music player now all need only prand file system designers who aim to reduce the cost of
vide a GUI for managing their specific type of data an®aintaining metadata on the other. This dearth of rela-
manipulating the attributes of and relationships among thienships between files is the primary reason that finding
files they each manage, and the file system can take ¢#ata in enterprise-wide file systems or even in local file
of storing the attributes and relationships and efficientdystems appears to be harder than on the Internet.
supporting their manipulation, search, and other actions. There is in fact a wealth of explicit and implicit re-

. . . lationships among files. Because hierarchical directo-

LiIFS is enabled by storage class memories—non- o er - ; L
volatile, byte-addressable RAM—by making the readin?};as make it difficult to express.exphcn relaltlonshlpsth
writing, indexing, and searching of such rich metadatafas{on.ﬁn.at'c.)n often ends up being S“’Ted n :_;lppllcatlon-

.- . . : . specific files and obscured by proprietary file formats.
and efficient. Our prototype is designed with MRAM i Iso implicit relationshi h
mind, butis implemented in Linux using standard DRAM. ere are aiso Implictt relationships stch as provenance,

Our results demonstrate that the performance of I_”.glgplication and data dependencies, as well as contexts that

is comparable to, if not better than, that of other Linyx 2y span applications; this information is typically not

file systems, while providing far richer metadata semarne-Corded at all. However, maintaining provenance and

tics. As a proof-of-concept we have implemented a si context relationships enables powerful search capadsiliti

ple browser that functions alternatively as a file systgrgr%) r example, two downloaded files that are in some way

browser, an email browser, a digital photo browser, o rglated on the wets. g., originating from the same web

r . .
. . . . sﬁe, normally are stripped from their context when stored
music browser, depending upon the files and links con- ! . :

. . ' . I . gn a local file system. Provenance preserves their relation-
tained in the file system hierarchy it is exploring. The

. . . - ships and provides important clues to context-sensitive
following sections examine some motivating examplesgn arches
more detail, discuss the LiFS design, present the detal '

of our LiFS implementation, and show the performancesrhefh.IStory O].c In}ernet Eg?_rckleggmes shfow_s a proglres—
of LIES in various Scenarios. sion of increasingly sophisticated ways of mining rela-

tionships, extending successful searching even to docu-
ments with content obscured by proprietary formats. The
introduction of rich relationships for files will allow the

successful use of advanced search technologies within

2 Motivating Examples personal or enterprise-wide file systems.

. . . . 2.1.2 Repository Sharing
Relational links and attributes are surprisingly useful. |

this section we will illustrate their utility in finding and-o0 Because applications are often the sole maintainer of
ganizing information and in coping with change in conmeaningful relationships among files, repositories are of-
puting infrastructure. These areas are of particular@sterten partitioned. As a result, each repository can only
in the context of rapid growth of personal and enterprisee accessed by one application and relationships that
level data and the emergence of utility computing requspan repositories are hard to represent. A good exam-
ing scalable IT management technologies. ple is the common fact that notes, email, calendar en-



tries, and instant message conversations each have fisaiiot a coincidence but was both possible and necessary
own application-specific repositories with no mechanisbecause of the Web’s complex relational linking structure.
to represent relationships between, for example, an enfdikre is no one good way to display complex structures.
and a calendar entry. Some commercial personal Instead, more or less specialized interfaces for intargcti
formation systems such as Microsoft Outlodkl[31], andith these structures are adopted as these complex struc-
other systems currently under development such as Chames become commonplace. We are faced with a similar
dler [34] and Haystack 138] try to alleviate this problemsituation when designing file system browsers once we in-
by combining traditionally separate repositories into orieduce complex linking structures as in LiFS.
application-specific repository. However, this approachThe need to render a wide variety of structures has led
only alleviates repository partitioning rather than sotyi to powerful architectures, culminating in Mozilla_]45],
the problem. that offer a very flexible and fast layout engine
Another disadvantage of maintaining relationships gGecko [44]) and extensible component architecture that
the application level is that it makes integration among ajpads the entire specification of a user interface from files.
plications unnecessarily hard: To maintain data relatiomhis user interface specification framework is referred to
ships across applications, each application has to knawXML User interface Language (XULT47]). It is pow-
how to communicate with another application’s API to a@rful enough to fully specify the user interface of Firefox
cess and manipulate data in the other application’s repaad Thunderbird, two instances of Mozilla, one for brows-
itory. Some alleviation of thia : mscaling problem is of- ing the web and one for managing email. Furthermore,
fered by “glue” languages such as Apple’s AppleSciibt [4UL’s sister eXtensible Bindings Language (XBIL]46]),
and more recent Automatar [5], which are designed to eslfows dynamic modification of parts of the user interface.
able end users to automate common tasks spanning multisignificant in the context of LiFS is the fact that XUL
ple applications. However, the resulting scripts stileirt presents a fully implemented framework that allows the
act with data repositories via the API of applications anghking of file structures to specify how to display these
quickly become obsolete due to API changes from neytyctures. Itis now conceivable to integrate formerly-seg
versions or substitutions of applications. regated navigation and management activities regarding
LiFS, on the other hand, provides a file-centric (as opotes, email, instant messages, calendar entries, and soft
posed to application-centric) infrastructure that all@ps  ware development projects into one “file system browser”.
plications to not only store files but to insert relationship |nterestingly, the relationship between XUL compo-
information directly into the file system’s metadata. Alents (Ul content, skin, and scripts) is specified in RDF
applications that take advantage of LiFS relational linkges [48]. These RDF files can be directly translated into
and attributes automatically share one repository and s |inking structures. Furthermore, XUL populates the
tegration among applications only needs to interact Wifer interface by specifying queries to one or more RDF

the file system’s API. data sources. The Mozilla component architecture allows
the creation of new RDF data sources. We are in the
2.1.3 Navigation process of implementing a component that provides LiFS

linking structures and file attributes as RDF data source.
Rich relationships between files require more sophis-in summary, by providing relational links we can lever-
ticated navigation tools than a traditional file systepye file system navigation in LiFS with Web browser tech-
browser. File system browsers are specialized for travefigiogies and use these technologies to combine file sys-
ing hierarchies but are ill-suited for navigating nonem content in ways that were not possible before because

hierarchical graph structures with different kinds of Bok of repository partitioning and applications that are hard t
Web browsers, on the other hand, are designed to namtegrate.

gate hypertext graphs and have developed mechanisms to

handle a variety of link types. For example, a web page

can contain image source links that are immediately r-2  |nfrastructure Change Management

solved to inline images while anchors are not resolved

but displayed as clickable text. Other examples of linkfrastructure change can, and often does, destroy the use-

types are references to frames, style sheets, or more céutress of data. However, infrastructures change all the

plicated Javascript constructs that allow asynchronoustiene: software and hardware get upgraded or replaced and

quests for updates without reloading the web page, sucbhange as small as a single upgrade of an application can

as those used by Google’s Gmail, Maps, and Suggest.render data useless. This process of continual change is
Recent web browser designs offer a high degree of ¢le primary reason for data obsolescence and the number

tensibility and the ability to render sophisticated user ione threat to digital preservation |11]. A special case of

terfaces. We believe that this evolution of web browsergrastructure change occurs when data is migrated. In the



following section we will illustrate how relational linksvolve a resolution process that either generates requests
can make infrastructure change more manageable.  for missing files or generates alerts for non-satisfiable de-
pendencies.

2.2.1 Obsolescence

Users often discover data obsolescence whenitis too I@e. File System Design

A typical example is someone who has to amend the tax

return for the year 2001 while filing for 2003 and hag 1 Basic Goals

changed computing platforms sometime in 2002. While

changing platforms, the user copies the file for the 200e have designed LiFS with the goal of providing at-
tax return to the new platform not realizing that each tasibuted relationships between files and enhanced meta-
year and each computing platform requires a separate égta with no perceptible performance overhead compared
plication. Two years later the user is unable to read thetraditional file systems. We assume that the storage sys-
2001 file because the retroactively purchased applicatiem LiFS runs on will include a high-bandwidth, higher
for 2001 cannot access 2001 files generated on the lalténcy component with large amounts of storage (such as
platform. The user is left with trying to reconstruct the hard disk), and a lower bandwidth, low-latency compo-
former infrastructure which might be more difficult thament with a small amount of storage proportional to the
recreating the 2001 file. Thus, the 2001 data was esssize of the larger storage. This lower bandwidth, low-
tially lost. latency component could be any type of byte addressable,

The example illustrates that even well within typicaion-volatile memory such as magnetic RAMI[12] or any
record life cycles it is difficult to anticipate the consesther storage class memory technology. The larger capac-
guences of infrastructure chaniggime unless the depen-ity, higher latency storage is used to hold the user data
dencies of data are made explicit. One way to address ¢ihered in the file system, while traditional and enhanced
rapid rate of change is to introduce another application faetadata resides on the smaller, faster storage class mem-
managing the context of data by keeping track of whiary.
application version created what data. However, such armhree specific features of the file system that allow
application would be as exposed to obsolescence as asyto reach our design goals are named links between
other application. File systems, on the other hand, hdiles, attributes on files, and attributes on links. Attridmsit
historically enjoyed low obsolescence and are therefeme composed akey, value) pairs such agauthor, john).
better suited to manage dependencies over longer timefpiées are named according to the name of the link by
riods. which they are accessed. For instance if there is a link

In LiFS we can represent the dependencies in this examedbar from source fildoo, the target file is accessed
ample with relational links. This allows the generatioasbar. Multiple links between two files may exist as long
of a detailed list of consequencbefore deleting an ap- as they are disambiguated by a unique set of attributes.
plication or changing the infrastructure in other ways thitultiple links are useful when there are multiple users of
might cause damage. on a system, and more than one user or application wishes
to have a link between two files with their own set of at-
tributes.

In LiFS, the concept of a set of links from a source
To continue with the tax return example, recall that tHde replaces that of a directory. For example, if a file
key failure that led to obsolete data was migrating taxork/document.txt links to a file picture.jpeg, a user
data from one platform to another without realizing (fatan change directories twork/document.txt and find
two years) that not all dependencies on the target platfopiature.jpeg in the listing. Traditional directories are em-
were satisfied. To solve this problem, the source platfoutated via zero byte files with links to all member files.
has to communicate data dependencies to the target (fai-backwards compatibility, a legacy application may set
form and the target platform needs to figure out how @special STAT attribute on a file in order to access that file
satisfy these dependencies. This functionality is similas a directory, or vice versa.
to popular open source package managers which packageo offer this new functionality, we propose several new
recognize what other packages need to be downloadedsggtem calls, shown in Tallg 1, to manipulate links and at-
a given package in order for the software to function. tributes on links. The new system calls have a syntax very

Import and export of LiIFS metadata for communicatiosimilar to that of current calls to manipulate and get infor-
of dependencies between file systems is still ongoing reation about directories, links, and extended attributes.
search. We anticipate that metadata will be exportedFear file attributes, we implement the standgedxattr and
RDF, and that the import of RDF into metadata will insetxattr extended attribute calls.

2.2.2 Migration



System call | Function supernode
rellink Create a new relational link be- di skai
tween files {noderebl e
rmlink Remove a relational link between freetist
files
setlinkattr Set attributes on an existing link be- inoder0 |[ noders |[ioserz |[iose s |[imoce e Ii
tween files : T eser A :
openlinkset | Returns an identifier for a set of s ot
links from a source file 5 >
readlinkset | Fills in standard directory entn : e
structure with link name and at- : _ :
tributes for the next link in a set e eeeeeeeoenn..o nodetable . ;
Table 1: New file system calls Figure 2: Structure of the AnonFS supernode
3.2 In-Memory Data Structures Iset _f 37
Traditional file system data structures are optimized for (st L & hode —] mnode —oO
accessing both data and metadata on a high-latency disk. src src
In contrast, we designed the file system data structures in gff:I et gtef‘” et

LiFS to take advantage of low latency storage class mem-
ories. Traditional inodes have been augmented by link Figure 3: A set of links from a file in AnonFS
nodes [nodes), attribute nodesahodes) and extent nodes
(enodes). Because memory access is very cheap, Inodes,
anodes and enodes are arranged in linked lists, allowing |2 _f %
for trivial insertion and deletion. PR I ode ——o

Our file system uses a hash table which eliminates du- P Koy
plicate storage of strings. The first time a string is used in val ue val ue
LiFS, it is added to the table. When an identical string is
later used, a lookup returns a pointer to the string in the
string table. A reference countis kept for each string so | siieeiiiigaieeaooa.-- ‘
that unused strings do not remain in memory. The string [ aunor| [ronetsever | [eator g
table is used to optimize string comparisons and searches L string table
in the _fiIe system. Strings for which the_re are entrie_s in Figure 4: A set of attributes in AnonFS
the string table can be tested for equality with a pointer
comparison rather than comparing string data. Addition-
ally, if a string is not in the string table we know that any LiFS attempts to allocate disk space in extents—
search on that string in the metadata will not be satisfiegequential series of blocks. An extent setgsat, shown

All data structures necessary for file system usage #érigure[®, contains a linked list of enodes, each of which
referenced from the supernode, shown in Fidilre 2. Teecifies the limits of a single extent. When LiFS grows a
supernode is stored at the beginning of non-volatile mefile, it attempts to grow the last extent if possible. If ths i
ory. The supernode references the string table, a bitmamof possible, LiFS allocates a new extent and correspond-
allocated blocks, the inode table, and the first free inodieg enode. Free space is found by scanning the bitmap of
The list of free inodes is embedded within the inode tatlocated blocks contained in the supernode using first fit.
ble itself, with each free inode pointing to the next. Each
entry in the inode table stores traditional metadata about
a file such as mode and size as well as a pointer to thée Implementation
linked lists: an Iset, aset, and an eset.

Links in LiFS are maintained in an Inode structure. ABhe novel features of LiFS such as relational links require
shown in Figuré&l3, afset contains a linked list of Inodes,modifications to the Linux Kernel. In Linux, the VFS
each of which contains a source inode, destination ino@értual File System) layer provides access to file systems
and a set of attributes. The set of attributes is a pointerftw user mode programs. We added both kernel system
an attribute set, oaset, shown in Figur&l4. An aset con-calls and VFS functions as required for our new function-
tains a linked list of anodes, each of which has a pointerdtity. All new system calls were based on the syntax of
the string table entry for the key and value of that attributgimilar existing operations.

|




eset J l future, we will compensate for this speed up with arti-
last ficial delays. The ability to model slower storage class
firet P enode P enode —O memories using DRAM will allow us to simulate the per-

[ > lr e formance of LiFS across a wide variety of non-volatile

storage.

We assume that a storage class memory would be
mapped into an arbitrary segment of the system address
space. To imitate this mapping, we allocated several hun-
dred megabytes of system memory exclusively for LiFS
data structures. This memory is locked to prevent it from
being swapped out, based on the assumption that LiFS
will have enough storage class memory to hold all the file
A L-u;ér-s-p;a-c-e— TTTTTTTTTTTA system’s metadata. All memory within this space is allo-

' cated using a custom allocator. The allocator allows relo-
: cation to arbitrary address spaces, anticipating the possi
: bility that a storage class memory could be mapped into
E a different part of the system memory address space, per-

Figure 5: AnonFS extent system for disk allocation

client application user space daemon

haps after the system was rebooted or the memory was
moved to a new machine. Since our metadata data struc-
tures are each a fixed size, we exploit this characteristic
by optimizing our custom allocator to preallocate several
pools of different constant size chunks. On memory allo-
Y Ty Y cation, a chunk of memory is retrieved from a pool of the

! appropriate size. On deallocation, the chunk is returned to
: its pool. This allows for very quick turnaround times.

E Lookup operations in LiFS require resolution over all

! links as opposed to solely being resolved over directory

structures. Consequently, lookups involve traversing a
Linux VFS FUSE kernel module series of inodes and Inodes beginning at the root inode.

Lookup is an iterative process which scans all links orig-
kernel space inating at its current node. If a link matches the corre-
Figure 6: The relationship between FUSE and the SPonding part of the input pathname, then the target of
FUSE/AnonFS userspace daemon that link becomes the current node. If no matching link is
found, an error is returned.
We have implemented two optimizations to speed up
Our development process was made easier by usdamkups. The first optimization checks that the current
FUSE (File system in User Space). FUSE is a usersp@eth componentis in the LiFS string table; if it is not there
library and Linux kernel module that directs VFS callthen it can be safely concluded that the lookup will not be
to a userspace daemon. Implementing LiFS in userspauoecessful. The second optimization is a lookup cache
through FUSE freed us from the complexities of kernalhich stores full pathname to inode number mappings.
development, albeit with considerable overhead. We mdgkcause there is no need for persistence in this cache, it
ified FUSE to match our changes to the Linux VFS in ois stored in DRAM as opposed to a storage class memory
der to support the new functionality in LiFS. Once agaimhich stores all other LiFS data structures. The lookup
the similarity in syntax and function to existing interfacecache is filled on successful lookups. Conversely, before
aided in development. As Figuié 6 shows, LiFS resid#® lookup operation begins, a requestis made to the cache
in a userspace daemon that communicates with the FUBEthe appropiate pathname to inode mapping.
kernel module through a file in the Linux proc file sys- The core LiFS code has 3,400 lines of C code. Mod-
tem. Both our new calls and standard file system calls d@fieations to the FUSE kernel module and userspace li-
passed to the kernel via this channel. braries required additional code, but these changes were
For this paper we were not able to procure sufficienecessitated by FUSE and would not be part of an in-
guantities of a non-volatile, byte-writable storage clagsrnel implementation. The small size of our implemen-
memory; instead we used system DRAM. The major cotation may be attributed to the simplicity of storing all file
sequence of this approach is that many operations will netadata as in-memory data structures. That the speed
faster than they would in storage class memories. In thiesuch a simple implementation can compete with more
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File System Create Files| Read Files through FUSE on RAM-disk. LiFS is currently not run-
LiFS with FUSE 1.043 0.720 ning in the kernel and XFS cannot be created on a RAM-
ext2 with FUSE 1.445 1.012 disk, thus these three scenarios (LiFS in kernel, XFS on
XFS with FUSE 3.998 1.050 a RAM-disk, and XFS via FUSE on a RAM-disk) were

Table 7: Create and read time, in seconds, for 15,6200mitted. To compare these file systems, we created com-
zero-byte files k=5, d = 5, n = 4). Times shown are Pletek-ary trees of deptH, with nfiles per directory each

the arithmetic mean of five test runs. containinga extended attributes.
Table[T shows LiFS performance for creating and read-
File System Create Files Read Files ing zero byte files. Itis clear that LiFS is competitive with
LIES with FUSE 12.195 2027 ext2 through FUSE and XFS through FUSE in both tests.
ext2 with FUSE 2613 1.679 Table[® shows the same tests for files 384 bytes in size.
XES with FUSE 4.871 1.836 These results show that LiFS is still competitive with ext2

and XFS in the area of file reads but falls behind in file
creation. This is due to the extent allocation scheme used
in the current implementation of LiFS. For each extent al-
location, the current implementation searches the list of
free blocks sequentially, starting from the beginning. The
optimized file systems such as ext2 (5,500 lines of codepults from these two tests indicate that a significant per-
demonstrates the power of storing metadata in a fast bfggmance gain can be expected from an optimized extent
writable memory. allocation algorithm.

The simplicity of our implementation and its speed sug- Figureg9(d) anfi9(b) show the performance of LiFS,
gest the potential for significant performance improvgxt2 and XFS creating and retrieving extended attributes
ments with additional optimization. We already optimizg 15 620 filesk = 5,d = 5, n = 4). Figurg[9(@) shows
performance and storage requirements using the stringifas running time for two attributes set on each file, while
ble and other data structures which are not feasible in tf@‘urem shows the running times for twenty attributes
ditional disk-based file systems. We also plan to improygr file. In both cases, LiFS performs better than ext2
scalability of LIFS by replacing the linked lists prevalerynd XFs through FUSE. When setting twenty attributes
in our implementation with balanced trees. per file, LiFS takes roughly 70% of the time required by
ext2 under FUSE, while requiring about 73% of the time
needed by ext2 to retrieve attributes. These figures also
show that the running times for setting and getting file

. . _ attributes scale well in LiIFS as compared to ext2 and XFS.
LiFS was implemented and evaluated on a pair of Sun P

workstations running the Linux kernel 2.6.9-ac11. Each Directory tree creation performance was tested by gen-
system was Conﬁgured with an AMD Opteron 150 proce%[atlng dlreCtory trees for various valueskoandd. Ta-

sor running at 2400 MHz and one gigabyte of RAM. Fde L0 shows the results of the test, demonstrating that
testing, LIFS was compared with the XFS and ext2 fildFS is comparable to ext2 and XFS. The running time of
system versions included with the Linux kernel. BencKlrectory creation scales linearly with the number of di-
mark testing was automated using Python version 2. ggctories. This result is comparable to ext2 and XFS. In
gawk 3.1.3 and GCC 3.4.2. All of the following tests araddition, LiFS is faster than both ext2 through FUSE and
run on freshly created file systems since the focus of tRi§S through FUSE.

paper is on the performance of in-memory data structuresigure[T1 shows the performance of ext2 and LiFS un-
and not on disk sub-system performance. der FUSE and FUSE+RAM-disk. We were unable to cre-
ate and mount an XFS file system on a RAM-disk, thus
XFS is omitted. Since the file system is recreated for each
test, the first iteration was working with a cold cache. To
In order to compare the baseline performance of LiF&yoid extreme shifts in our averages, we discarded the first
ext2 and XFS, we used a set of six standard file system d@pration and averaged over the remaining four. The re-
erations: creating directories, creating files, readiregfil sults displayed in Figulel1 were taken from 4 runs of the
setting extended attributes on files, retrieving extendled @ file system operations over 111,110 directories with 1
tributes from files and removing directories. Systematiero-byte file per directoryk(= 10,d =6,n=1). ltis
tests of these operations on each file system enableclear from the tests of ext2 that a great deal of overhead
fair comparison between LiFS, ext2 and XFS. Each of oigrincurred when all of the operations are performed on
tests was run in kernel, through FUSE, on RAM-disk artisk. Because the operations performed in figuie 11 use

Table 8: Create and read time, in seconds, for 15,620
files k=5, d =5, n=4) of size 384 bytes. Times shown
are the arithmetic mean of five test runs.

5 Results and Performance

5.1 Standard File System Operations
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(a) Setting and getting file attributes on 15,620 files=(5,  Figure 11: Running times of the 6 file system opera-
d=5,n=4,a=2). The times are in seconds and averagedijons for ext2 and AnonFS through FUSE. Results are

over 5 runs. RD indicates file system on RAM-disk. Note averaged over 4 runs on a 111,110 directory tree with
that the XFS runs to set attributes both took over 21 seconds; zero-byte file per directory (k = 10, d = 6, n= 1).

the graph is cut off at 5 seconds to show details for the other

runs.

% 12— mGet Attributes metada}ta gxcluswely, LiFS performs better than ext2 on

2 o] mSetAtributes RAM-disk in all cases.
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£ i 5.2 LIiFS Specific Operations

S 1

5 2 Performance testing of the LiFS specific operations fo-

§ 0- cused on three operations: creating a link between two

& & §\®&\ & P files, creating attributes for links and removing links. To

@(‘ Qo@ &(‘ @@” Qo@ @i‘ test the performance of these operations, we created a di-

VQO“ g%\ @ e&\ ¥ rectory tree and constructed a random graph, where the
«° vertices are files and the edges are attributed links. A di-

) o ] ) rectory tree is built in the same manner as in our other
(b) Setting and getting f|Ig attnbutgs on 15,620 filks(5, ests. The links are then created using a random number
d=5,n=4,a=20). The times are in seconds and aVerageo[;enerator and a list of all of the files in the directory tree.
over 5 runs. RD indicates file system on RAM-disk. Again, ) ) .
XFS, both with and without FUSE, was much slower, requir- _We tested_ the performanc_e of link and_lmk attribute cre-
ing over 109 seconds to complete the set attributes bencltion on a directory tree having 15,620 filés<(5,d = 5,
mark. The graph was cut off to show detail for the other filen = 4). After creating the tree, 15,620 links are created
systems. between randomly selected files. Tablé 12 shows the time
required to perform a variety of link operations for differ-
ent numbers of link attributes. The running times shown
in Table[T2 are averaged over five runs. Link creation is
a separate operation from the attribute creation and thus
the average running time is not affected by the number of
i i attributes.
, Number of Directories The time required to remove links, shown in Tabl® 12,
File System 3,905 19,607 111,11 demonstrates the results of a data-structure design choice
LiFS with FUSE | 0.140 0.7882  4.292 in the version of LiFS used for testing. When removing
ext2with FUSE | 0.226  1.2315  8.550 a link between two files, dkey,value) pair is specified
XFS with FUSE | 0.710 3.3193  25.285 to unambiguously identify a link. This is due to the fact
Table 10: Create time, in seconds, for directory trees that LiFS allows for multiple links to be made between
of various sizes. Times shown are the arithmetic meanthe same two files. Thékey,value) pairs are currently
of five test runs. stored in a linked list data structure and thus attribute re-
trieval must, on average, search through half of the link’s
(key,value) pairs. This results in the increased time re-

Figure 9: Time required to set and retrieve attributes
in different file systems.




Attributes per Link Operation | ext2-FUSE| ext2 | Speedup
Operation 2 30 Create Tree| 0.2262 0.080| 2.828
Create Links 1.073 1.054 Create Files 2.613 1.146| 2.280
Create Attributes 1.148 2.751 Read Files 1.679 0.474| 3.542
Remove Links | 1.086 1.288 Operation | XFS-FUSE| XFS | Speedup
Table 12: Time in seconds to create 15,620 random Create Tree|  0.709 0.650| 1.091
links over a directory tree (k =5, d = 5, n = 4) with Create Files) ~ 4.872 4.282| 1.138
2 and 30 attributes on each link. Read Files 1.837 | 0.541] 3.396
Table 14: Speedup ratios for selected operations com-
File System Avg(sec) paring file systems through FUSE versus the same file
ext2 52 52 system without a FUSE layer. Times shown are are the
ext2 through FUSE 23.40 arithmetic mean of five test runs.
ext2 through FUSE on RAM-disk| 23.95
LiFS through FUSE 24.28 LiFS involves the data structures utilized in the current
LiFS through FUSE on RAM-disk 23.75 implementation. The version of LiFS utilized in the test-
XFS 23.20 ing presented here makes extensive use of linked lists.
XFS through FUSE 23.49 This includes frequently accessed information such as at-

Table 13: Comp”e times for OpenSSH 4.1 (|n Seconds)tribute lists. This will ObViOUSly incur a performance

on a variety of file systems. Times reflect the arith- Penalty when accessing an attribute as, on average, half of
metic mean of five trial runs. the list must be traversed. This behavior is demonstrated

in the amount of time required to remove a link as shown
) ) _ _ ) _in Table[T2. There is no design restriction which prevents
quired to d_elete a link with 30 attributes versus a link W|tﬁ.le use of balanced trees in place of linked lists. Thus a
only 2 attributes. performance increase would be expected by transitioning
from linked list data structures to balanced tree data struc

5.3 SSH Compile Performance tures.

To demonstrate the performance of LiFS in a practical . .
scenario, we compiled OpenSSH version 4.1 using G&c4  Discussion

3.4.2. As Tabl¢ I3 demonstrates, LiFS running throug{l haye shown that the running times for metadata-based
FUSE is competitive with other file systems in tests bofi e ations in LiFS are faster than ext2 and XFS, while
with and without a RAM-disk. Compiling OpenSSH ony,qse requiring disk allocation are slower. These results
a LiFS file system running though FUSE took 24.28 Segze 1 he expected because our metadata structures reside
onds. Ext2 through FUSE took 23.40 seconds and XfSmemory and the disk-based data structures are not yet
through FUSE required 23.49. In a complex series of Optimized. The LiFS-specific operations regarding link
erations, such as compiling a non-trivial source tree, oy jink-attribute creation have also shown to scale well

pletion time is not strictly bounded by the file system. Olérnd run in a reasonable amount of time despite our unop-

results show that in such a scenario the extended capahilizeq implementation. We have shown that LiFS per-

ities of LIFS do not incur an overhead that introducestgyms well in a real-world situation by comparing the
new bottleneck to the system. _ _ running times of a OpenSSH build on LiFS, ext2 and
The OpenSSH compile times show a relatively Mingirg These results indicate that LiIFS can be used in place
performance hit when running through FUSE. This is {& most existing file systems without incurring additional
be expected, as compiling a source tree is not bound R)ernead. In this section we have also discussed the over-

disk performance. A more dramatic example of perfoguaq associated with FUSE. We expect that an implemen-
mance gained by eliminating the FUSE layer is shown i of LiFS running in-kernel with optimized disk al-

Table[T#. Reading files without the FUSE layer was ov@jcation algorithms be significantly faster than traditibn
3.3 times faster for both XFS and ext2. For file and djje systems. In addition, the new operations introduced

rectory tree creation the ext2 file system showed a mygh| irs should be similar in speed to existing operations.
more dramatic performance gain compared to XFS. It i$

therefore difficult to speculate on the exact performance

gain that can be expected by eliminating the FUSE laygr Related Work

in LiIFS. However, we can assume based on our test results

that the gain would be nontrivial. The concepts we use in the current and previous designs
Another source of potential performance increases for LiFS borrow from various research areas ranging from



semantic file systems to databases and the Web [2]. ¥l acceptable write performan£el[16]. Their focus how-
first look at file systems with queryable metadata, suelier was on power consumption and assumed traditional
as semantic file systems, and file systems designed tofilensystem functionality.
in nonvolatile memory. We then touch upon upcoming Conquest[[50] utilizes persistent RAM for storage of
advanced commercial systems. Finally we look at the Seetadata and small files. Unlike HERMES and LiFS,
mantic Web and archiving, and how they try to convayhich plan to utilize MRAM, Conquest has explored the
knowledge more accurately and for the long term. use of battery-backed DRAM as its form of persistent
RAM. The eNVy system and the work of Kawaguchi
. . etal. explored the use of flash memory as a primary non-
6.1 Semantic and Other Queryable File \glatile memory storage syster [52]24]. All of these
Systems these systems, however, present a traditional file system
L . _ that lacks the advanced file system features facilitated by
The Semantic File System[21] was originally designed {gyji;ing persistent RAM. The HeRMES systeM[32] pro-
provide flexible associative access to files. File att”b“t%osed that magnetic RAM (MRAM) be used to store file

expressed agkey,value) pairs, are extracted aummat"system metadata, and proposed different metadata struc-

cally with file type-specific transducers. A major featurg < 15 take advantage of MRAM; however, HeRMES
of this work is the concept of virtual directories, in whic as not implemented, so many o,f the idea{s remained
a user makes an attribute-based query and the system GFasted. ’

ates a set of symbolic links to the files in the result set

. X . 'File system on persistent memory presents a new set
providing access that crosses the directory hierarchy. y P y P

VI ‘ X ,o‘fs‘challenges compared to magnetic disk storage. To
similar file system, Sedal [29], is a peer-to-peer archivgl o g much research has been performed to overcome
file system with_ semar_nic retrie\_/gl. Sedar introduces t_ se challenges. David Lowell's Rio Vista project pro-
idea of semantic hashing to facilitate semantic search\ﬂges atomicity for memory access operations in the form
and reduce storage and performance costs. of transactions([27] while the Journaling Flash File Sys-
The Inversion File System [33] uses a database to stug, (JFFS) takes a slightly different approach with a
both file data and metadata. The database also prOVi&')‘E;S-structured file system for flash memoFy][51]. Edel,
transaction protection, fine-grained time travel, and ige 51 [17] noted that metadata overhead for a file system
stantaneous crash recovery. Each file is identified bysa_5 hercent and suggested the space requirements could
unique 1D, but also has a name and directory associajgdyeqyced using various compression schemes and algo-
with it. Moreover, Guptagt al. [27] cite the difficulty of (jhms demonstrating that inode storage space could be
managing different but related sets of files as motivatiogy,;ced by an order of magnitude. They also found that
for their fan-out unification file system, in which fan-oufere was no significant difference in performance com-
unification refers to merging two directories, and imp”‘bared to non-compressed metadata.
itly, entries in a directory are treated as members of a setp,iapase performance has also been an area that re-
The Logic File System (LISFS) uses a database to s@zrchers have hoped to improve through persistent mem-
port queries for sets of files in the systeml[35]. Databaég,_ Molina and Salem have explored various ways that

tables are composed of mappings from keywords 0 Qiamory residence optimization could improve data ac-
jects. The contents of a directory is the set of objects thalss performancE[R0].

meets the criteria of the relation in a query.

Like the above mentioned file systems, the use\gc . .
attributes in LiFS allows a user to perform expressie3 Advanced Commercial File Systems

queries to locate files. However, these file systems all YshFs is Microsoft's in-development file system, for
secondary storage for metadata, either with or withou,gich they have published a preliminary description of
database, and must operate under such performance pPhined featurlls WinFS appears to be a marriage of a
straints. Additionally, none contain a linking mechanisgtapase for metadata and NTES for file stream perfor-
that supports attributes, thus allowing inter-file relatio ,ance. WInES treats the contents of the file system as
ships that can express t_he structure of the Web or establjighys that cover a full range of granularity from simple
data provenance and history. descriptions to collections such as folders. The database
backing allows SQL-type queries, XPATH searches [14],
and the use of Microsoft's OPATH, a query language de-
signed for a directed acyclic graphs][39].

Douglis, et al. compared various storage alternatives for TThis  comes with the caveat that all is  sub-

mobile computers and found that flash memory exhibiteg: + change. Further information is available at
low power consumption while still providing good readttp:/longhorn.msdn.microsoft.com/portal_nav.htm

6.2 In-Memory File Systems




Apple Computer’s Spotlight is a metadata and contesther two perspectives: the knowledge navigator and the
indexing system integrated into the HFS+ file system [6kderated knowledge or databalse [30].
As with WinFS, metadata is stored in a database; Spot\Whereas the Semantic Web allows for the addition of
light indexes file content and includes the results in thieher metadata for the World Wide Web, it does so on a
database as well. Apple’s approach could benefit fragtobal scale. LiFS allows for the same depth of knowl-
a LiFS-like linking mechanism with metadata allowingdge representation through its links and attributes. It
relationships between content to be expressed; Spotlightomplishes this within the scale of the local file sys-
currently only allows indexing on files, not the links betem, which to many users, contains the data on which
tween them. The Linux counterpart of Spotlight is Beahe semantics of relationships matter most. Addition-
gle [1] which provides an API and a plugin infrastructurally, the Semantic Web RDF format can be basically bro-
for new file types and takes advantage of Inotifvl[18], ken into tuples of a subject, property, and object. Links
file system event service recently merged into the Linwthin LiFS likewise contain a source, attributes and a tar-
kernel. get. Thus, we can express the same relationships locally
Sun Microsystem’s ZFS allows administrators to coithat are possible given the richness of the Semantic Web.
figure individual file systems for users or application, aBased on their similarities, LiFS could make an excellent
allocated from a single pool of storade [3]. Like ZFSjle system or storage layer for Semantic Web data.
LiFS allows for the definition of unique and dynamic file
systems per user or per application by virtue of links Witg 5
attributes. Thus, it is possible to create file systems on
demand utilizing either system. However, ZFS does nDigital objects do not survive unless one makes a con-
contain the rich metadata constructs present in LiFS. scious effort to preserve them. This is in contrast to
artifacts such as books, papyrus, and cuneiform tablets
which exist until someone or something actively destroys
6.4 The Semantic Web them. One reason for the ephemeral quality of digital me-
dia is unreliable physical media: the shelf life of mag-
The original World Wide Web has expanded upon thfstic tape, hard drives, and CD-Rs can be less than a
ablllty of traditional documents to convey knOWledge bMecade l_’]_E s 7] However, the loss of data due to unre-
adding links. Within the World Wide Web and hypertex{able media pales in comparison to the loss of data due to
documents in general, links allow readers to automaticajfe rapid obsolescence caused by technological change.
traverse from one document to another when the dogoreover, digital objects are often related to other dig-
ment refers to the other. The Semantic Web eXpandS upn Objects that m|ght Change names or disappear en-
this by allowing the links themselves to contain informajrely [11]. There are now large national and international
tion about that partiCUlar relationShip from one dOCUme@ﬁ’orts to address these issues; these efforts aim to pro-
to another. On top of that basic framework, one may dgde standards for an exhaustive list of aspects for digital
vise ontologies to further convey knowledge in ways ngteservation in museums and libraries! [49,[26, 43].
possible through previous mearis.I[10]. Trusted digital repositorie$ [40] adhering to the now
To make the Semantic Web possible, authors at théminant international standard of the OAIS Reference
W3C have been developing various standards for its iltodel [15] are an important component of digital preser-
plementations in a way analogous to the standardizegtion. Many systems have been explored which utilize
HTML and HTTP for the World Wide Web. The groupthis modell[42 23, 41]. Common challenges of these dig-
of Semantic Web standards fall into layers, with URI arighl repositories are scalability, interoperability witther
Unicode on the bottom, XML, name spaces, and schemaggositories, and efficient workflow support for the entry
making up the self-descriptive document layer in the midf large numbers of digital objects.
dle, and the RDF layer on top, which provides a com- All these digital repositories are designed for use on
mon framework for metadata across applications. Atep institutional level. However, the combination of unre-
the three bottom layers are additional layers for ontologyble storage and obsolescence unintentionally destroys
vocabularies, logic, proof, and trust [9J25]. The ontologyiuch of digital media long before it can be considered for
layer has room for different attempts to devise languagigital libraries. Personal correspondence and images tha
in which to describe ontologies, such as CILI[19]. survived from earlier times form a significant part of our
We envision three potential expectations for the Semamitural heritagel28]. Today, personal correspondence in
tic Web. For humans, it may be a readily accessible uttie form of email and chats as well as personal photos
versal library. Moreover, and in line with the ideas of itand movies are largely kept on home computers that nei-
inventors, the Semantic Web has increased potential floer meet standards nor follow practices of national digita
machine processing of its contents, and this introduces libearies and are therefore unlikely to survive.

Digital Preservation



The design of LiFS provides the infrastructure to makke relatively small code base of LiFS compared to other
digital preservation an integral part of file systems. LinK#e systems. We believe that this results in fewer bugs as
and attributes can be used to explicitly represent the @efunction of LiFS having fewer lines of code.
pendencies of digital objects on the software infrastruc-The most important reason for using LiFS, however, is
ture thereby preventing accidental obsolescence or dt léssability to provide a rich environment for expressing
alert users to obsolescence events introduced by a partinter-file relationships. Just as flat files and UNIX pipes
lar change in the software infrastructure. Our hope is thatabled the creation of small, targeted applications such
this will make it easier for users to maintain good digitalsawk, eqn, andpic that could work together to perform
preservation practices. complex tasks, we believe that the addition of highly flexi-

ble attributed links to the file system will enable many new
domains for applications to cooperate. Individual applica
7 Future Work tion developers can take advantage of a common substrate

) i o that supports extensive use of linking and attributes to all
Moving forward, we hope to improve LiFS’ performance,njications, allowing them to develop and enhance appli-

storage overhead and availability. We plan to replaggsions to provide and manage an increasingly interlinked
many of the linked lists in our data structures with fastg[ng|e repository of data.

balanced trees, as well as implement LiFS in the Linux

kernel. It has been shown that inode storage space could
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